SECTION 1: EVIDENCE-BASED QUALITY IMPROVEMENT, PRINCIPLES, AND PERSPECTIVES

Quality Improvement Methods in Clinical Medicine

Paul E. Plsek, MS

ABSTRACT. This article surveys the methods and tools of quality improvement used today in health care. Specifically, we describe how clinicians can use these methods to impact the clinical practice of medicine. Improvement teams from a variety of health care organizations have reported the successful use of basic methods such as group work, flowcharting, data collection, and graphical data analysis. In addition to these incremental, problem-solving methods borrowed from the industrial practice of improvement, we have also seen the use of specific process design methods in health care applications such as care path development. The pace of change in health care has also led to the practical development of newer methods for rapid cycle improvement. We will review the basic approach behind these methods and illustrate key elements such as the ideas of change concepts and small-scale tests of change. Unfortunately, whereas these methods have been very successful and highly appealing to improvement practitioners, they may also have inadvertently widened a gulf between these practitioners and traditional health-services and clinical researchers. We offer an assessment of this issue and suggest ways to narrow the communication gap. Measurement has also traditionally been a part of the thinking about quality assurance and improvement in health care. We review the new philosophy of measurement that has emerged from recent improvement thinking and describe the use of control charts in clinical improvement. Benchmarking and multiorganizational collaboratives are more recent innovations in the ways we approach improvement in health care. These efforts go beyond simple measurement and explore the why and how associated with the widespread variation in performance in health care. We explore a variety of health care examples to illustrate these methods and the lessons learned in their use. We conclude the article with an overview of four habits that we believe are essential for health care organizations and individual clinicians to adopt to bring about real improvement in the clinical practice of medicine. These are the habits for: 1) viewing clinical practice as a process; 2) evidence-based practice; 3) collaborative learning; and 4) change. PEDIATRICS 1999;103:203–214, quality improvement methods, clinical medicine, benchmarking, collaboration, rapid cycle improvement.

MODELS AND TOOLS IMPORTED INTO HEALTH CARE FROM INDUSTRIAL QUALITY MANAGEMENT

The modern approach to the management of quality in health care borrows heavily from the quality management science in use for decades in general industry.6,7 Industrial quality management science—also known as continuous quality improvement or total quality management—is an eclectic collection of techniques borrowed from the fields of systems theory, statistics, engineering, psychology, and others. Many of these improvement methods have been in use in general industry for more than 50 years, and new techniques are constantly being developed.

Improvement Teams and Project Models

Many health care organizations have used multidisciplinary teams as a mechanism for bringing about improvements in quality. The use of teams for quality improvement goes back to the 1930s and the work of industrial quality experts such as Joseph Juran.8 Improvement teams typically consist of 3 to 9 people who routinely work in the care process under investigation. For example, an improvement team at HealthPartners (Minneapolis, MN) that increased pediatric immunization rates consisted of two pediatricians, a family practitioner, a pediatric head nurse, a clinic manager, and an improvement facilitator.9 The makeup of improvement teams explicitly recognizes that good care often depends on the coordinated
A quality improvement model, such as the one in Fig 1, usually guides the work of these improvement teams. Models provide a high-level road map to remind the team to explore thoroughly the work process under study, involve key staff, and rely on the scientific method to guide decisions. In addition to guiding improvement efforts, such models also establish a common approach and vocabulary for improvement; making it easier for people from different disciplines and backgrounds to work together.

The thinking process that lies behind improvement models should be quite familiar to clinicians. Systematic process improvement is conceptually the same as the scientific method used in research and clinical decision-making. Joseph Juran, a leading expert in the field of quality, explicitly acknowledged this connection back in the 1940s when he used the terms “diagnostic journey” and “remedial journey” to describe his idealized approach to industrial quality improvement.

The work of improvement teams is also aided by a set of simple engineering and statistical tools. These methods too have been in wide use in general industry for more than 50 years and are described fully in a variety of references.

**Tools for Process Description**

A flowchart graphically depicts the sequence of steps in a work process. It is a chronological description of a process. In health care, flowcharts might describe the flow of patients (the process for admitting); information (the handling of lab orders and test results); materials (the flow of supplies from receiving to the operating theater); or thought (the clinical algorithm for the treatment of low back pain). Sometimes, particularly in early process improvement efforts, the flowchart is the only tool needed. As teams document the sequence of activities, they often uncover redundant steps, wasted effort, and unnecessary complexity. In such cases, improvement can be a simple matter of common sense.

Whereas a flowchart describes the process as a chronological sequence, cause-effect analysis seeks to understand the process as a system of causal factors. A cause-effect diagram can be constructed around a clinical area of interest (for example, “what are the factors that lead to good diabetes care?”) or a problem area (for example, “what causes nosocomial infections?”). To ensure comprehensive thinking, cause-effect analysis is often guided by explicit consideration of generic categories of factors such as people, equipment, supplies, information, methods, measurements, and environment.

**Tools for Data Collection**

The scientific method underlies classic industrial improvement methodology and calls us to be objective in our thinking. Therefore, improvement teams also often use simple tools for data collection. Data collection begins with the formulation of a specific question for which we are seeking an answer. For example, a team working to reduce the incidence of pneumothorax in neonates might ask: “what percentage of infants born in our delivery room at less than 30-week’s gestational age received prophylactic surfactant?”

Having formed specific questions, the improvement team typically gathers data using simple check sheets, data sheets, interviews, and surveys. A check sheet is a form for gathering data that enables one to analyze the data directly from the form. For example, a team working to improve the timeliness of the administration of thrombolytic therapy to chest pain patients in the emergency department might construct a check sheet to study the distribution of times from presentation in the emergency room to administration of the thrombolytic. The check sheet might consist of a sheet of graph paper with a horizontal axis labeled in 10-minute intervals from 0 to 180 minutes. Each time thrombolytic therapy is administered, a responsible nurse places an X in the appropriate 10-minute interval column to indicate the elapsed time since the patient presented. After some time, a histogram of administration times emerges. The mean, spread, and characteristic shape of the time distribution can be read directly from the data collection form. In contrast, a data sheet is a form for recording data for which additional processing is required. In the thrombolytic therapy improvement case, this might be a simple logbook with text and numerical entries for each patient. Interviews and surveys are used when the question of interest involves perceptions. For example, the thrombolytic therapy team might want to monitor patient satisfaction as they change the processes in the emergency department.
Tools for Data Analysis

Data collection leads naturally to data analysis. Keeping in mind that the purpose of the data is to stimulate constructive change, this analysis must be simple enough for everyone in the care process to understand. So, although quality management practitioners do use computational statistical methods such as analysis of variance and tests of hypothesis (for example, t tests), simple graphical analysis methods are preferred because more people understand them. Experience in health care has shown that although the physicians, nurses, and secretaries on a team might not be equally facile with an analysis of variance table, they can all learn to look for certain departures from the classic bell-shaped curve in a simple histogram. Therefore, simple tools such as bar charts, histograms, line graphs, and scatter diagrams are the staples of data analysis in quality improvement projects.

It is important to note here that although the classic methods of industrial quality improvement are based on the scientific method, they were never intended to stand up to the rigor demanded in a full-scale medical research study. Berwick has suggested that improvement efforts represent a new type of knowledge-generating mechanism that lies somewhere between the currently unacceptable option of simply living with the rampant variation in daily practice, and the full rigor of relatively expensive and time-consuming traditional research. Others have made similar points about the potential pitfalls of over-reliance on classic statistical methods in quality improvement and other decision-making situations.

Tools for Collaborative Work

Widespread staff involvement and unprecedented cooperation across traditional boundaries are key principles of quality improvement whose roots again go back to the 1940s industrial practice of quality management. Collaborative work is especially critical to success in improving health care because health care is a system of interdependent resources, the functioning of which depends primarily on how well we communicate with one another. To support this collaborative work, quality management practitioners have borrowed several tools (ie, brainstorming, nominal group technique, and conflict resolution methods) from fields such as psychology and organizational development.

Models and Tools for Process (Re)Design

Whereas the graphical and team tools cited above are most often used to improve existing processes, industrial quality science also includes models and tools for planning or redesigning processes. The first step in these design efforts typically involves defining the aim of the new process based on how well we communicate with one another. To support this collaborative work, quality management practitioners have borrowed several tools (ie, brainstorming, nominal group technique, and conflict resolution methods) from fields such as psychology and organizational development.

RAPID CYCLE IMPROVEMENT IN HEALTH CARE

Although most improvement teams that use the classic, industrial quality management methods described above find them effective in making continuous improvement in health care processes, many leaders complain about the slow pace of such efforts. This frustration has led to the recent development of enhancements to these traditional methods that can be generally described under the umbrella of rapid cycle improvement. Based on empirical observation in four health care organizations that had accelerated their improvement efforts, Alemi and colleagues offer several suggestions for speeding up the improvement process. They suggest that the pace of improvement efforts can be accelerated by a combination of such things as:

- Being thoughtful about topic selection.
- Using good meeting skills and optimizing time management.
- Focusing on testing the change you wish to make, rather than detailed analysis of the current process.
- Collecting only the data you really need. (The authors go so far as to suggest that a team identify the data elements it thinks it needs, concoct a set of data, analyze that data fully, and then reflect on whether all the data requested is really essential to forming conclusions!)
- Thinking about replication of changes throughout
the organization from the very beginning of the project by widely sharing information about the project in progress.

Model for Rapid Cycle Improvement

Whereas Alemi and colleagues offer general advice for accelerating improvement, Nolan, Langley, and their colleagues have formalized much of this learning in a new model for improvement (see Fig 2). The theory behind this model, supported by experience, suggests that organizations able to make rapid gains have an underlying capacity to answer three questions:

What are we trying to accomplish? (aim)
Example: Reduce respiratory distress syndrome (RDS) and intraventricular hemorrhage (IVH) by 50% in infants 501 to 1500 g.

How will we know if a change is an improvement? (measurement)
Example: Incidence of RDS and IVH in infants 501 to 1500 g.

What changes can we make that will result in an improvement? (change concept, explained below)

Based on the answers to these three questions, the theory and experience suggests that successful organizations then set in place small-scale tests of change in Plan-Do-Study-Act (PDSA) cycles. That is, they systematically plan a specific adaptation of the change concept that they think will move them closer to the stated aim, they do it, they study the effect of the intervention through measurements, and they act on their learning to start another cycle. (The concept of building knowledge through PDSA cycles has a rich and long history. Shewhart and Deming brought the concept into industrial quality management, but its roots can be traced to philosopher John Dewey. The similar models of Donald Schön and David Kolb in the fields of education and organizational development represent a parallel development.)

Figure 3 provides an example of a small-scale test of change for the aim stated above. The team’s plan is to work with one obstetrics/gynecology (OB/GYN) practice to implement a specific process to identify at-risk women and administer the recommended treatment. Note that the small-scale nature of the change involves working with a single OB/GYN practice. The team will learn something by doing this. Of course, several cycles will be needed to accomplish the overall aim; but the key point is that nothing in a system of care will change until something starts changing. Rapid, small-scale PDSA cycles build the momentum of change; something that is often missing in large-scale change efforts based on comprehensive data collection and one time, all-or-nothing implementation.

It is important to note that measurement must also be tailored to fit the small scale of a particular cycle. By working with only a single OB/GYN practice, the team cannot expect to significantly alter the overall RDS and IVH rates in its neonatal intensive care unit. Instead, they have chosen an appropriate measurement for this specific test of change: a before-and-after comparison of the percentage of at-risk women from this particular OB/GYN practice who have properly received antenatal corticosteroid treatment. In perhaps a few weeks’ time the team can learn enough about the process it has developed with this one OB/GYN practice to begin planning the next cycle of change.

In rapid cycle improvement, pace is crucial. The theory suggests—and experience confirms—that it is better to run small cycles of change soon, rather than large ones after a long time. The reason is that each cycle, properly done, is informative, and provides a basis for further improvement. The more cycles, the more learning.

The simple tools of classic, industrial quality management science can also be useful in these rapid cycle improvement efforts. For example, the team might find it useful to construct a flowchart of the new process to be followed in the OB/GYN practice. They might also jointly develop a simple check sheet to record data on at-risk women and display these data on bar charts. The caution here goes back to the advice of Alemi and colleagues cited above. To maintain an appropriate pace in the improvement effort, the team should optimize its use of meeting time, focus on flowcharting the future process rather than consuming time documenting the existing process, and question how much data are really needed to develop a level of comfort that the new procedures are effective enough to warrant moving on to the next cycle of change.
Change Concepts

The notion of a change concept is an important aspect of rapid cycle improvement. A change concept is a general idea that responds to the third question in the model of Fig 2: “What changes can we make that will result in an improvement?” Nolan and Schall\textsuperscript{53} note:

“Ideas for change can come from a variety of sources: critical thinking about the current system, creative thinking, observing the process, a hunch, an idea from the scientific literature, or an insight gained from a completely different situation. A change concept is a general idea, with proven merit and sound scientific or logical foundation, that can stimulate specific ideas for changes that lead to improvement.”

In the above example, “adherence to National Institutes of Health Consensus Conference recommendations for antenatal corticosteroid treatment” is a change concept. It is a generally good idea, in this case based on high-grade evidence from the scientific literature, which should lead to the accomplishment of the aim.

Change concepts are generally good ideas, not specific ideas ready-to-implement. The task of the rapid cycle improvement team is to adapt the change concept to their specific context and map out the specifics of implementation. This adaptation to local context is key. It increases commitment to the change and explicitly recognizes that the local practice of medicine has some inherent level of appropriate variation.

The notion of change concepts has a slipperiness to it that should be acknowledged but should not be allowed to get in the way of its practical use. Concepts can be expressed at different levels of abstraction.\textsuperscript{54,55} For example, a higher level of abstraction for the change concept above might be the statement: “Adhere to evidence-based, consensus guidelines.”

This is a more general statement of a good idea for change that could be applied to many clinical issues. The change concept that the team used is simply a more specific statement in reference to the team’s aim; but still not specific enough to say exactly what tests of change the team should try in its local context. How abstract or specific we should make our statement of change concepts is primarily a matter of style and situation. In reality, there is always a range of possible concept statements from the very abstract to the very specific. As we move up the ladder of abstraction, the concepts should be based on sound logic and good sense. We could say that change concepts should fit one of the grades of evidence from the literature on evidence-based medicine.\textsuperscript{56} As we move down the ladder, the concepts and specific tests of change should be logically connected, increasingly sensitive to local context, and increasingly concrete.

The fact that change concepts can be expressed at various levels leads to the notion that change concepts can be catalogued and made generally available to aid improvement work. Such a catalog should greatly accelerate improvement efforts by avoiding long searches for potentially useful ideas to try in PDSA cycles. Several such catalogues have been proposed; covering topics such as waits and delays.
medical errors, asthma care, and intensive care.\textsuperscript{57-62} It is probably only a matter of time before a unified catalogue of change concepts appears.

To illustrate the utility of a catalogue of change concepts, consider the experience of two teams involved in rapid cycle improvement through participation in Breakthrough Series Collaboratives sponsored by the Institute for Healthcare Improvement (IHI, Boston, MA). The IHI regularly assembles change concept catalogues in specific clinical areas based on literature reviews and recommendations from a panel of experts. A team at The Mayo Clinic (Rochester, MN) had as its overall aim to improve the outpatient care provided to asthma patients in the Family Medicine Clinic. Through participation in the IHI project, the team learned about the following change concepts: build capacity for routine assessment of patient outcomes (through the use of standardized assessment tools); reduce unintended variations in care (through simple guidelines and in prescribing practices); streamline the process of care (as it applies to both anticipatory patient management and acute episodes); and build information systems capacity (to establish routine feedback of data on outcomes). By implementing these concepts through a dozen or so small-scale cycles of change, the Mayo team reduced hospitalization rates in various age groups by 23\% to 47\% and reduced emergency department visits by 22\%.\textsuperscript{63} Similarly, a team from Centura–St. Anthony Central Hospital (Denver, CO) implemented 3 change concepts from a list of 11 concepts developed by an expert group on adult intensive care. By adapting these 3 concepts to their local context—create a formal process, consider people to be in the same system, and reach agreement on expectations—the team decreased readmission to the intensive care unit from 15.6\% to 9.8\%, increased overall patient and family satisfaction from 70\% to 95\%, decreased costs for sedation drugs by 80\%, and decreased average direct cost per case from $5900 to $4100.\textsuperscript{64}

\textbf{Future Directions and Critical Assessment}

With the ever-increasing pressure for change in health care, rapid cycle improvement methods and catalogues of change concepts are welcomed enhancements to classic quality improvement methods. The model of Fig 2 and the concept of small-scale tests of change to establish momentum stresses implementation of what is known to improve care. Health care desperately needs to implement what it knows.

The current practice of rapid cycle improvement could be strengthened, however, by the more thoughtful use of evidence grading in the presentation of change concepts. Several evidence-grading systems exist and most allow a category for expert opinion based on experience, observation, and common sense.\textsuperscript{65} The current catalogues of change concepts do not always explicitly grade their recommendations, although some of the recommendations are based on sound studies published in peer-reviewed journals. The absence of explicit grading of evidence and the fact that some change concepts are obviously only opinion, has unnecessarily allowed critics of rapid cycle improvement to label the entire effort as unscientific (which it is not).

Advocates of rapid cycle improvement could also help spread the methods more widely in health care by having the minimal discipline to use simple tests of significance (or control charts, explained below) in reporting overall results. The small-scale, rapid cycle nature of the PDSA cycles that are at the heart of the method obviously (and correctly, in my opinion) precludes the use of tests of significance in each cycle of change. However, since the aim and overall measurement do remain fixed during a period of months as the various cycles of change take place, data accumulate throughout time allowing overall tests of significance in at least a before and after comparison. Most reports on rapid cycle improvement projects, such as those cited above, merely state the overall improvement (such as “from 15.6\% to 9.8\%”) or show a time series of measures in run chart form. To avoid getting bogged down in massive data collection at every cycle of change, proponents of rapid cycle improvement are sometime unnecessarily defiant in avoiding the use of statistical techniques; even when they have accumulated enough data during several cycles of change to enable the use of such techniques. The lack of reports of statistical significance, even when such tests would be easy to do, widens the gulf between practitioners of practical, real-time improvement of health care and those demanding more experimental rigor; unnecessarily delaying the diffusion of good ideas that will improve health care for all.

\textbf{THE USE OF MEASUREMENT TO SUPPORT IMPROVEMENT IN HEALTH CARE}

Measurement of performance has always been an integral part of the quality management sciences. Measurement provides the feedback loop in the system that helps one maintain performance at a desired level (quality control and assurance) and signals the need for change or the accomplishment of productive change (quality improvement). Similarly, there is a long tradition of measurement in health care. The introduction of quality management science in health care organizations should be seen as building on, not tossing out, the rich tradition and current efforts in the measurement of performance in health care.

\textbf{A New Philosophy of Measurement}

Although quality management science builds on the tradition of measurement in health care, it also encourages us to seek three new objectives. First, quality management science encourages us to expand the scope of our thinking about what is important to measure by prominently featuring the perceptions of patients and families as valid indicators of quality, in addition to clinical and professionally based views of performance. Second, quality management science focuses on cross-functional processes and suggests that we view measurements as integrated systems that must be managed by cross-functional teams rather than having one set of mea-
ures tracked by medical staff, another set by nursing, and still another by administration. Third, quality management science calls into question the traditional use of measurement as a way of allocating rewards and punishments to individuals. Berwick's seminal article on this topic, in which he described the "search for bad apples" that seems to characterize our traditional approach to measurement, is widely cited as the trigger that initiated the introduction of industrial quality management science into health care.

Control Charts

A specific measurement tool from the quality management sciences that does warrant mention here in this overview of improvement methods for clinical medicine is the control chart. A control chart is a line graph of data with superimposed horizontal lines indicating statistically derived upper and lower control limits (Fig 4). These upper and lower limits indicate the range of variability that one would expect if the variation is subject only to small, randomly occurring factors that are inherent in the process (so-called common cause variation). If the measured data points fall randomly within the control limits, we say that the process is stable and predictable; performance will continue to fall within the limits as long as the process remains as it is. Furthermore, we can also assert that further improvements in performance can only come about through fundamental changes in the process itself. Reacting to individual ups and downs in the data within the control limits (for example, "infection rates were higher this month, I'll speak to the staff and admonish them to do better") is called tampering and is likely to be counterproductive.

When data values fall outside the control limits, or exhibit certain unnatural patterns within the control limits, there is statistical evidence of a so-called special cause. The evidence in the data suggests that the variation is not random and we should, therefore, be able to isolate the source and remove it from the system.

Carey and Lloyd provide several case studies of the use of control charts for clinical quality measurement of laboratory turn-around time, cesarean section rate, patient falls, use of restraints, and medication errors. Nelson and colleagues give examples of the use of control charts in monitoring length of stay, time to therapy, and duration of therapy for community-acquired pneumonia (Dartmouth Medical School, Lebanon, NH). Use of a control chart explicitly recognizes that such indicators will naturally vary from reporting period to reporting period. Both wringing our hands in the Quality Assurance committee because the numbers are a little worse this month, and congratulating ourselves when they are a little better might well be a waste of effort.

Control charts can also be useful at the level of care to individual patients. Carey and Lloyd provide an example of the use of a control chart to help a physician and her cancer patient who has undergone an autologous bone marrow transplant make sense of the variation in platelet counts from numerous daily blood draws. Gibson and colleagues (John Hunter Hospital, New South Wales) report on the use of control charts to help physicians understand the degree of variability in individual asthma patient’s peak expiratory flow rates. The analysis of the control charts in this case enabled physicians and patients to work together to individualize care plans to manage asthma exacerbations at an earlier stage.

**Fig 4.** Control chart. This is an example of what control chart practitioners call a “p-chart.” The data indicate the percentage of orders in a daily, random sample of 150 at an outpatient pharmacy for which patients had to wait more than 10 minutes. The mean (average) percentage of untimely orders during the 20-day period was 18.6% (0.186). This is indicated by the solid, horizontal center line on the chart. The standard deviation of this time-series of data were calculated using the formula \( SD = \sqrt{\frac{\text{mean percentage} \times (1 - \text{mean percentage})}{\text{sample size}}} \); where here the mean percentage is 0.186 and sample size is 150. This is the normal approximation of the standard deviation of the binomial distribution and indicates the expected variation because of random causes (what control chart practitioners call “common cause variation”). The upper and lower control limits (UCL and LCL, respectively) are set by convention at \( \pm 3 \) SD beyond the mean. “X” on the control chart indicates nonrandom (special cause) variation. Special cause variation is defined by run rules based on normal distribution theory. Data points for days 8 and 9 are marked because 2 out of 3 consecutive points lie more than 2 SD beyond the mean. Data points for days 15 to 18 are marked because 4 out of 5 consecutive points lie more than 1 SD beyond the mean. Both of these are indications of statistically significant shifts in the performance of the process.
Several clinicians have reported on the use of control charts to respond appropriately to variation in blood sugar readings for diabetics. Laffel and colleagues have analyzed continuous data streams from intensive care unit patients that suggest that physicians may be over-prescribing or not prescribing medications adequately to control blood sugar levels. Benchmarking in the quality management sciences, having been developed in the 1980s at Xerox. Benchmarking begins with standardized, comparative measurement, but true benchmarking goes deeper to understand why there are performance differences between seemingly similar processes.

BENCHMARKING AND ITS APPLICATION TO CLINICAL IMPROVEMENT

Benchmarking is the process of comparing one’s performance to that of others. The formal practice of benchmarking is a relatively recent innovation in the quality management sciences, having been developed in the 1980s at Xerox. Benchmarking begins with standardized, comparative measurement, but true benchmarking goes deeper to understand why there are performance differences between seemingly similar processes.

Building Process Knowledge

It is important to underscore the phrase “true benchmarking” in the preceding paragraph. Many activities that are called benchmarking in health care are actually only comparisons of performance indicators across clinicians or organizations. Although such indicator benchmarking provides information about where one stands relative to peers, it gives little information about why someone else’s performance is better. Knowing why something is better is the key to improving one’s own processes. O’Connor and colleagues point out the inherently “insular nature of clinical medicine” and go on to note that “the inadequacy in the detail of the information on current clinical practice prevents knowledge of the fine structure of care and makes studies linking practice to outcomes difficult.” Process benchmarking explicitly seeks to uncover knowledge about this fine structure; knowledge that can lead to improvement.

Specific methods for uncovering this knowledge vary. Usually, but not always, these details are uncovered through site visits. For example, the members of the Northern New England Cardiovascular Disease Study Group conducted site visits to each others’ locations to observe the processes of cardiac surgery. Multidisciplinary teams consisting of surgeons, nurses, perfusionists, and industrial engineers spent a day or two at the host institution observing the entire cardioarterial bypass graft process from the catheterization conference through postoperative care. The hosts conducted business as usual, while the visitors focused on identifying similarities and differences compared with their own processes. The visitors and hosts then worked together to document the observations from each site visit. It led to a 24% reduction in in-hospital mortality after cardioarterial bypass graft surgery among the 23 cardiothoracic surgeons who participated in the effort ($P < .001$).

The Vermont-Oxford Network NIC/Q Project used a similar series of site visits to study practices that led to reductions in nosocomial infection rates and improve care for infants with chronic lung disease. Before embarking on day-long visits, the multidisciplinary visiting teams conducted internal studies of their own local practices and identified specific questions to explore during the visit. Benchmarking experts cite such careful preparation as one of the keys to successful benchmarking. It is the essence of the distinction that Garvin makes between true benchmarking and “industrial tourism.”

The drawback of benchmarking studies, such as those cited above, is the time and cost associated with site visiting. However, there are examples of successful benchmarking efforts that address this drawback. For example, the SunHealth Alliance, a partnership of more than 200 hospitals, employs a central council to identify topic areas and collect relevant performance indicators from its members. From these data, the council selects a group of 10 to 20 organizations; including some poor performers, some superior performers, and some in between. Then, instead of a series of site visits, each organization brings its flowcharts and other process documents to a multiday meeting, during which they pour over the documents and data to cull the best practices. Finally, members of the collaborative select the best practices that fit well with their own environment, develop an action plan, implement changes, and report back on results.

Although this approach eliminates the time and cost of numerous site visits, it does assume a relatively high level of sophistication in the use of the process analysis and data collection tools of quality management. This can be a significant drawback as it is not uncommon for clinicians and staff to be unaware of why their performance is superior or inferior to peers. The quality of the benchmarking analysis is also limited by the information that groups bring with them to the meeting, whereas in a site visit this information might be more routinely uncovered by the probing of outsiders not steeped in the traditions of the host organization. Despite the potential for drawbacks in this approach, SunHealth has reported improvements through group benchmarking in the clinical areas of circulatory disorders with cath (DRG 124), pneumonia (DRG 89), total hip replacement (DRG 209), acute myocardial infarction (DRG 122), and angioplasty (DRG 112). Using a similar approach of group meetings, the 12 hospitals of the Benchmarking Effort for Networking Children’s Hospitals (BENCHmark) also reported significant reductions in waiting times and costs.

UniHealth, another large, multiorganization consortium, further streamlines the benchmarking process by using a full-time staff department to assess comparative data and conduct site visits at the best performing organizations. The investigative staff then share the best practice concepts with other UniHealth organizations through a series of regional conferences. Implementation is at the discretion of the individual facilities.

In a project on joint replacements, the UniHealth benchmarking effort with superior performing insti-
tutions identified three best practice concepts: early referral to physical therapy, preadmission visits by home health staff, and standardization of surgical prosthetics.\(^9\) Note that good benchmarking studies, regardless of the format used, produce change concepts that could feed rapid, small-scale PDSA cycles for implementation. Replication of the joint replacement change concepts by one UniHealth hospital resulted in reduced costs per case of $2000 and a 50% length of stay reduction (9 days to 4.5 days).

The potential drawback in this method of using centralized staff to conduct the site visits is the lack of involvement of local care-process staff who will need to make the changes necessary to bring about improvement. Visiting an organization and actually seeing a different way to do something is much more personally convicting in regard to the need for change than is reading about something or hearing a report.

**Potentially Better Practices**

The term “best practices” from the benchmarking literature carries an unfortunate connotation that can impede the deployment of benchmarking as a clinical improvement technology in health care. Because of the strong research tradition in health care, the term best practices implies to some that the identified practices are the result of an exhaustive search and rigorous experimental verification. This is not the intent of benchmarking. Benchmark is practical and action-oriented in its analysis; it is not a rigorous research methodology. Such rigor is not demanded in the industrial world where the concepts of benchmarking and best practices were developed.

Although it is awkward, I prefer the phrase “potentially better practices” to describe what health care benchmarking efforts are after. This phrase suggests that we are looking for good improvement ideas that have both the logical appeal and experience in practice to suggest they might lead to improvements in our own organization. We will not know if they are truly better until we adapt them to our local context, implement them, and measure the results. Because we cannot be sure, we must guard against unintended adverse outcomes, as we would in introducing any variation in practice. We will also not know whether such better practices are generalizable across all health care organizations until we conduct a formal, controlled trial. This may not be practical and, so, we may never know whether the practices are generalizable; we will only know if they worked or failed when we tried them. Finally, we should hold no illusions about these practices being the best in any absolute sense. We are limited by the organizations and experts we have consulted; even better practices may be out there somewhere and will most certainly appear in the future.

Benchmarking as a way to get ideas for improvement is a promising technology that breaks through the isolation that many clinicians report as the underlying cause for the well-documented variation in clinical practice in health care. However, benchmarking can be a time-consuming and expensive tool. It is certainly not indicated when appropriate change concepts are already available in the literature or through common knowledge. On the other hand, benchmarking may be the only way we will ever uncover new knowledge for improvement in some clinical areas where a program of systematic, randomized trials is impractical because of such things as the large number of potential factors to study, the rapid pace of technological change, or the nature of the intervention itself. Doing benchmarking well requires good observational skills, rather sophisticated knowledge of one’s own local practices, and the ability to transform the learning from a visit into real change in local practice. Benchmarking may not be the easiest way to start with an improvement effort, but on some topics it may ultimately be the only way to go.

**CLINICAL IMPROVEMENT THROUGH MULTIORGANIZATION COLLABORATIVES**

The history of the improvement methods that we have discussed so far is that they were developed primarily to assist individuals and individual organizations in meeting improvement goals. Even in benchmarking, which obviously requires at least one other partner to learn from, the improvement effort could be in only one of the partners.

More recently, in general industry but especially in health care, practitioners are discovering the power of collaborative efforts across multiple organizations that have banded together under a common improvement aim.\(^9\) Within these collaborative groups, organizations can pool data and information resources, learn from the rich set of experiences represented by the variation in practice, think outside the box of their local culture and customs, discuss ways to overcome common barriers, and mutually encourage one another through the tough processes of change.

We have already seen some examples of this type of collaborative effort. The IHI Breakthrough Series Collaboratives, the Northern New England Cardiovascular Study Group, and the Vermont-Oxford Network NIC/Q Project are illustrative of the many improvement collaboratives that have emerged in health care.

**Key Concepts Behind Collaboratives**

Figure 5 lists the key concepts behind these collaboratives.\(^9\) To be successful, collaborative members must have enough variability in practice among them to make coming together for comparisons use-
ful. Further, members must have the willingness to share this variation openly. Unfortunately, the trend toward mergers and acquisitions in the health care industry is placing stress on multiorganizational improvement collaboratives. Organizations can be understandably reluctant to share the details of their performance on quality indicators if they fear that these data might be used to put them at a competitive disadvantage. To avoid this difficulty, some collaboratives are formed solely from organizations within an existing health care system, other collaboratives explicitly select organizations that are not direct competitors, and others require members to agree formally to full disclosure within the group but strict nondisclosure to parties outside the group.

Collaborative members must also have or acquire the skills both to know their own internal processes deeply and to inquire wisely into the processes of others. The tools of classic quality management—flowcharts, data collection, group working, benchmarking, and so on—can be valuable here. Collaborative improvement efforts do not replace an organization’s quality management efforts; rather, they depend and build on them.

Finally, collaborative members must have the commitment and skills to implement what they learn—replicate the potentially better practices the collaborative uncovers—and determine through measurement whether there has been an actual improvement in the local context. An improvement collaborative cannot be all talk and no action.

Current Results and Future Trends

The Northern New England Cardiovascular Study Group was the first large collaborative to report statistically significant clinical results with the lowering by 24% of in-hospital mortality after cardiac surgery.94

Organizations in the IHI’s Breakthrough Series collaboratives have made many dramatic improvements in waiting times, asthma care, cardiac surgery, cesarean section rates, adverse drug events, adult intensive care, and others. The article by Kilo95 in this collection provides more details on these efforts.

Similarly, Horbar, Rogowski, and Plsek96 describes significant reductions in infection rates and chronic lung disease among the 10 centers who participated in the Vermont-Oxford Network NIC/Q Project collaborative. Importantly, this group is the first major effort to report not only significant results in a before-and-after comparison within participating organizations, but also a statistically significant result when the group of 10 centers who participated in the collaborative were compared with a larger database of neonatal intensive care units not in the study. More comparisons to secular trends such as these are needed to boost confidence in the effectiveness of these methods.

Improvement collaboratives seem to be springing up throughout health care, sponsored by a variety of organizations. I have been personally involved in collaboratives sponsored by The HMO Group (a trade association of managed care plans, New Brunswick, NJ); the Centers for Disease Control (Atlanta, GA); the peer review organizations in Massachusetts and New York; The Health Care Forum (San Francisco, CA); the Voluntary Hospitals of America (Dallas, TX); the Ontario CQI Network (Toronto, Canada); the National Health Service in Britain (Buckinghamshire, England); and the Health Care System of Sweden (Stockholm, Sweden). Undoubtedly, there are many more than these in all corners of the United States and around the world.

Collaboration to improve health care represents the finest traditions of medicine. It remains to be seen whether the emergence of these many collaborative groups is a true reflection of those deep traditions, or merely another passing fad in health care. It also remains to be seen whether the increasing pressures of competition and intellectual property protection in the health care industry will close off future collaboration on clinical issues.

The building of new knowledge through multiorganizational collaboratives benefits us all. Patients obviously benefit from improved outcomes and reduced risk of complications. Clinicians and other health care professionals also benefit through the intrinsic reward of contributing to improved care. Clinicians involved in collaborative improvement efforts almost universally report enjoying the experience of interacting with colleagues on focused clinical issues. It is one way to rise above the ever-encroaching business issues and refocus on the care in health care.

CONCLUSION: DEVELOPING FOUR HABITS FOR IMPROVEMENT

Although not wide-spread yet, there is considerable evidence building that the methods surveyed here are effective approaches for clinical improvement. Certainly, there is a great deal of case-by-case evidence of effectiveness. However, it would be naïve to ignore the many anecdotal reports of improvement efforts that fail. These failed efforts do not often appear in the literature; there is considerable positive reporting bias.

At the same time, we should not be surprised that we are not able to report the generalizable effectiveness of interventions such as quality management with the same degree of certainty that we can a new drug therapy applied to a patient population. The difference lies in understanding the underlying stability and predictability of the systems in which we are intervening.

In the drug therapy case, our intervention is in human body systems. Human body physiology is remarkable stable across the population, at least at the macrolevel. If a certain drug therapy is effective in patients in an experimental study group, we can reasonably certain that it will be effective in the population as a whole.

Such is not the case when we talk about interventions in human organizations and care process systems. Such systems can be vastly different from site to site. The effectiveness of an intervention is, therefore, inherently context-dependent. The methods of improvement must be adapted for use in the local setting. The fact that there is evidence of the effectiveness of improvement methodologies in at least
some settings indicates that these methods can be effective. However, it says little about whether they will be effective in a given situation. Such is the nature of organizational and process interventions. Nevertheless, we can speculate on the characteristics of organizations that are more likely to be successful most of the time with the improvement methods described here. Such organizations will likely demonstrate four key habits:

The Habit of Viewing Clinical Practice as a Process

Good health care depends on the complex coordination of many factors, and the efforts of many people. Clinicians and health care organizations that are able to improve care routinely will inherently begin from this premise and will increasingly reject the more restrictive, discipline-based view of care.

The Habit for Evidence-based Practice

Although it is probably not appropriate to completely eliminate variation in health care, clinicians and health care organizations that routinely improve will accept the fact that there is rampant unintended variation in health care. A significant proportion of the care delivered daily is not consistent with what we know to be most effective. Clinical improvement is primarily about the continuous effort to bring the daily practice of health care more in line with our knowledge of what works.

The Habit of Collaborative Learning

Although there is a great deal of knowledge for improvement available in the literature as a result of standard research techniques such as randomized controlled trials, the knowledge of what makes for good care processes is currently locked up in unexamined variation in practice. The only way we may ever get at this knowledge is through collaborative learning with others. Improvement oriented individuals and organizations will start from the premise that it is better to be open and curious, than defensive.

The Habit for Change

No matter how much we know, improvement only comes about when we do something differently. Clinicians and health care organizations that are successful at improvement know that improvement requires change. Although we certainly do not want to do harm nor make change for change’s sake, holding fast to “the way we have always done it” is a prescription for mediocrity. Successful practice requires continual change. The explicit development of these habits will be a major focus of the Vermont-Oxford Network Evidence-Based Quality Improvement Collaborative for Neonatology, a new multiorganizational collaborative described in more detail by Horbar.

Continuous improvement in the clinical practice of medicine is in the finest traditions of medicine. It is an undeniable fact of the past and the present. The methods of improvement described here should not be taken as an indication that past efforts were wrong and should be discredited. Rather, these new methods, along with those that will surely be developed in the future, should be seen as building on the past tradition of improvement in health care. These new methods can help us further accelerate the pace.

REFERENCES

33. Niles N, Tarbox G, Schults W, et al. Using qualitative and quantitative methods described here should not be taken as an indication that past efforts were wrong and should be discredited. Rather, these new
42. Nolan TW, Schall MW. Evidence-based guidelines and critical pathways for quality improvement. J Nurs Care Qual. 1994;8:27–33
46. NIH consensus development panel on the effect of corticosteroids for fetal maturation on perinatal outcomes. JAMA. 1995;273:413–418
47. Shewhart WA. Economic Control of Quality of Manufactured Product. New York, NY: Van Nostrand; 1931
49. Shewhart WA. Economic Control of Quality of Manufactured Product. New York, NY: Van Nostrand; 1931
52. Alemi et al. op cit.
53. Nolan TW, Schall MW. op cit.
63. Weiss et al., op. cit.
64. Rainey et al., op. cit.
67. Shewhart W. op. cit.
70. Deming WE. op. cit.
72. Carey, Lloyd, op. cit.
74. Carey, Lloyd, op. cit.
88. ibid.
91. ibid.
93. ibid.
Quality Improvement Methods in Clinical Medicine
Paul E. Plsek
*Pediatrics* 1999;103;203

The online version of this article, along with updated information and services, is located on the World Wide Web at:
/content/103/Supplement_E1/203.full.html